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EXECUTIVE SUMMARY  

This research work has been supported by the DOE-FIU Science & Technology Workforce 

Development Initiative, an innovative program developed by the U.S. Department of Energy’s 

Office of Environmental Management (DOE-EM) and Florida International University’s Applied 

Research Center (FIU-ARC). During the summer of 2024, a DOE Fellow intern, Aris Duani Rojas, 

spent 10 weeks doing a summer internship at Pacific Northwest National Laboratory under the 

supervision and guidance of Dr. Timothy Johnson. The intern’s project was initiated on June 3, 

2024, and continued through August 9, 2024, with the objective of using deep learning algorithms 

to quickly solve inversion problems from hexavalent chromium soil flushing at Hanford, 

Washington. The purpose of this work is to enable efficient monitoring of water migration through 

the vadose zone to identify the optimal locations for soil flushing. 
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1. INTRODUCTION  

During the Cold War, the Hanford Site reactors produced over 70 tons of plutonium for the United 

States (US) nuclear weapons stockpile. As part of this process, hexavalent chromium was added 

to the cooling water of the reactors to inhibit corrosion. However, some of the chromium spilled 

and leaked to the soil, contaminating the ground water. This issue is most prominent in the 100-

KE Area at the Handford Site [1] 

By 2010, groundwater treatment facilities have reduced the hexavalent chromium contamination 

by more than 75% through a pump-and-treat system [2]. However, this system only works with 

contamination within the water table, yet more chromium remains above it at the vadose zone. The 

inability to completely remove the chromium from the soil is preventing site closure. In 2022, a 

new soil flushing system was deployed to move the hexavalent chromium from the vadose zone 

to the water table where the groundwater treatment facilities can remove the chromium [3]. Soil 

flushing does this by applying a stream of clean water at the surface and allowing it to filter down 

to mix with the chromium and then move to the water table. However, this means that the 

effectiveness and efficiency of soil flushing heavily depends on how much water reaches the 

contaminated chromium in the vadose zone. As such, it is crucial to find the optimal locations 

from where to apply the streams of clean water at the surface. 

Most recently, Electrical Resistivity Tomography (ERT) was employed to monitor water migration 

through the subsurface [4]. ERT works by measuring the voltage between different pairs of 

electrodes placed at the surface. These measurements are used in a process called inversion to 

generate a 3D image of the subsurface conductivity. In soil flushing, increased conductivity is an 

indicator of the presence of water, and thus, ERT can be used to gain insight as to how the flush 

water moves from the surface to the vadose zone. However, solving ERT inversion problems is a 

process that is both computationally and time intensive, which creates a delay between when soil 

flushing is applied at a location and when the water migration of that soil flushing is known.   

During the summer of 2024, DOE Fellow Aris Duani Rojas, with the support of his mentor, Dr. 

Timothy Johnson, explored using deep learning to predict the subsurface properties for a given 

ERT data. However, the relationship between the soil properties and the ERT readings was quite 

complex, which resulted in no architecture being able to accurately learn how to map an ERT 

reading to its corresponding soil property. However, a deep learning algorithm was developed that 

can quickly reduce the number of possible solutions to the inversion problem. The algorithm uses 

simulated ERT data from randomly chosen subsurface properties and learns how close the 

simulated ERT data of a given subsurface property is to the observed ERT data. This algorithm 

can be used to reduce the number of possible solutions to the inversion problem by over 98% in a 

manner of minutes, which is about equivalent to being able to predict the subsurface properties. 
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2. RESEARCH DESCRIPTION 

The research problem can be defined as a search problem. That is, given a field ERT data reading, 

the goal is to find the soil properties that would generate those readings. As supplementary 

information, 945 pairs of randomly chosen soil properties and corresponding simulated ERT 

readings are given. The soil properties consisted of 9 numbers, each describing a different property 

at different depths. The ERT readings consisted of 61009 numbers, each describing a voltage 

measurement between electrode pairs. 

The fastest way to solve the search problem described above is to simply and directly predict the 

soil properties given ERT data as input. This was developed and tested using Multilayer Perceptron 

(MLP) models, modified MLP models with weight factorization, Long Short-Term Memory 

(LSTM) models, and Transformer models. 

Beyond straight prediction, the other ways to solve the search problem involve using an algorithm 

to remove possible solutions or chunks of possible solutions as efficiently as possible. This was 

developed and tested using Particle Swarm Optimization (PSO) and a newly developed deep 

learning-based algorithm using vector norms which is called Function Norm Optimization (FNO). 

The following sections describe the steps taken to implement and test each of the aforementioned 

algorithms. 

Multilayer Perceptron 

An MLP model is a deep learning architecture of the following equation: 

ℎ(𝑙) = 𝜙(𝑊(𝑙)ℎ(𝑙−1) + 𝑏(𝑙)) 

Where ℎ(𝑙) is the activation vector of the 𝑙-th hidden layer, 𝑊(𝑙) is the weights matrix connecting 

the (𝑙 − 1)-th layer to the 𝑙-th layer, 𝑏(𝑙) is the bias of the 𝑙-th layer, 𝜙 is a nonlinear activation 

function applied element wise, and ℎ(0) is the input vector 𝑥.  

The equation above is repeated recursively for a total of 𝐿 layers. 

There were multiple different forms of MLP that were tested. One such MLP version increased 

the number of features for the first few layers, before decreasing the number of to predict the soil 

properties. The idea behind this was to allow the MLP to carry out its own feature engineering. 

This MLP will be referred to as Upscale MLP.  

The other form of MLP tested was simply reducing from the input features to the output targets. 

This MLP version will be referred to as MLP. 

Train, Validation, Test Split 

The 945 pairs of soil properties and simulated ERT data were split into 70% training, 20% 

validation, and 10% testing. When dividing the dataset, it is important that the training, validation, 

and testing sets have a similar distribution to that of the population. The reason why this is 

important is to ensure that the model can generalize well, and the measure of its performance is 

accurate. If the train and/or validation distributions are too different from the test and/or population 

distribution, then what the model learns from training and validation will not carry over for testing 
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or prediction of future data. Beyond that, during development, the performance of the model will 

seem better than what it truly is due to the difference in distributions. 

An approximation of the mean and standard deviation for each point of the true dataset was 

therefore calculated by sampling a few of the 945 pairs of data at random and calculating the mean 

for each point. That result was considered one sample. The process was then repeated until 

hundreds of samples were acquired, and then the mean and standard deviation for each point of 

those hundreds of samples was computed. This mean and standard deviation approximates the true 

mean and standard deviation of the population since the Parent Distribution Mean and the 

Sampling Distribution Mean are the same, and the standard deviation of the Parent Distribution 

divided by the square root of the sample size is equal to the standard deviation of the Sampling 

Distribution. Whether the conductivity values follow a normal distribution or not is of no 

significance since by the Central Limit Theorem, as the sample size increases, the sampling 

distribution converges to the same mean and standard error as the sampling distribution for normal 

distributions. With this approximation of the population distribution, the train, validation, and test 

sets were split in such a way that their mean was within one population standard deviation of the 

population mean. 

Preprocessing 

Since the soil parameters values are near zero (thousandths place), and the ERT readings are large 

(in the thousands place), a standard scaler was used for preprocessing and converting the data to 

the same distribution with mean of 0 and standard deviation of 1. 

The use of Principal Component Analysis (PCA) was tested as a dimensionality reduction 

technique given that each input has over 61009 values. PCA transforms a high-dimensional dataset 

into a new coordinate system where the axes (principal components), capture the directions of 

maximum variance in the data. By identifying these principal components, PCA reduces the 

number of dimensions in the data while preserving as much variance as possible. This is achieved 

by computing the covariance matrix, and then determining the eigenvalues and eigenvectors of 

this matrix. When using PCA, all principal components were kept. 

The use of PCA does lead to some information loss. However, the number of input features was 

too large to properly fit in the available GPU memory. As such, each large linear layer or matrix 

𝑊(𝑙) was decomposed into matrices such that: 

𝑊(𝑙)ℎ(𝑙−1) = 𝑊𝑎
(𝑙)𝑊𝑏

(𝑙)ℎ(𝑙−1) 

Where 𝑊(𝑙) = 𝑊𝑎
(𝑙)𝑊𝑏

(𝑙)
. This greatly reduced the memory requirements since a 61009x 30504 

matrix takes 14.88 Gb of memory but can be expressed as a multiplication of 61009x1000 and 

1000x30504 that takes 0.73 Gb of memory. 

Training 

Finding the best DNN architecture for a given dataset is not straightforward, but rather requires a 

mix of trial-and-error and intuition. As such, most of the architecture was parameterized, so parts 

of it like the number of hidden layers, hidden activation functions, output activation functions, 

number of hidden layers, etc. could be easily changed. The loss function of the network was Mean 

Squared Error (MSE) where the model prediction being off for a given soil property value is highly 

punished. 
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Using the parametrized architecture, a Random Search algorithm was run through 123 

combinations of parameters where the DNNs were trained and their training and validation MSE 

per epoch were recorded. The architecture with the best training and validation MSE was then 

chosen as the best architecture, and the weights for the epoch that had the best training and 

validation MSE were chosen as the best weights for that architecture. 

Prediction 

For a given ERT sample, it is preprocessed as previously described and passed as input to the 

model. Then, the model computes an output in the preprocessed space, so the output must be 

inversely transformed before being compared to the corresponding ground truth target. 

Long Short-Term Memory 

An LSTM model is a deep learning architecture used for time series data. It is capable of learning 

from long sequences of time-related data by deciding what parts of the past are important for 

predicting the future.  

LSTM architectures are by a sequence of equations. The following equation defines the forget 

gate, which controls what information from the previous state to retain: 

𝑓𝑡 = 𝜎(𝑊𝑓 ⋅ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑓) 

Where 𝜎 is the sigmoid activation function, 𝑊𝑓  is the weight matrix, ℎ𝑡−1 is the hidden state from 

the previous time step, 𝑥𝑡 is the input at the current time step 𝑡, and 𝑏𝑓  is the bias vector.  

The candidate memory or new information that could be added to the cell state is given by: 

𝐶̃𝑡 = 𝑡𝑎𝑛ℎ(𝑊𝐶 ⋅ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝐶) 

The input gate or how much candidate memory to add to the cell state is given by: 

𝑖𝑡 = 𝜎(𝑊𝑖 ⋅ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑖) 

And then the cell state is updated by computing: 

𝐶𝑡 = 𝑓𝑡 ⊙ 𝐶𝑡−1 + 𝑖𝑡 ⊙ 𝐶̃𝑡 

Where ⊙ refers to element wise multiplication. 

An LSTM layer outputs two vectors, an output and a hidden state, where the hidden state is used 

as the input for the next time step.  

The output vector is given by: 

𝑜𝑡 = 𝜎(𝑊𝑜 ⋅ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑜) 

And the hidden state vector is given by: 

ℎ𝑡 = 𝑜𝑡 ⊙ 𝑡𝑎𝑛ℎ(𝐶𝑡) 

The final architecture was a stack of LSTM layers to extract features from the ERT data followed 

by an MLP to map those features to soil properties. The features used from the LSTM to the MLP 

was the final output vector at the last time step. 



FIU-ARC-2022-800013920-04C-009                   Automatic Monitoring of Water Seepage 

5 

 

Train, Validation, Test Split 

The training, validation, and test splits were done in the same way as for MLP. 

Preprocessing 

The preprocessing for the LSTM model was like the MLP model in that standard scaler was used. 

However, each row of 61009 is composed of 3211 measurements for 19 surveys. As such, each 

row of data was reshaped to construct 19 sequences of 3211 measurements. 

Training 

The training process was done similarly to how it was described for the MLP model. However, the 

hyperparameter search was done for 94 runs. 

Prediction 

For a given ERT sample, it is preprocessed with scaling and data reshaping and passed as input to 

the model. Then, the model computes the soil properties in the preprocessed space, and the output 

is inversely transformed before being compared to the corresponding ground truth target. 

Transformers 

A transformer model is a deep learning architecture used for sequence-to-sequence tasks. It was 

first introduced for translation tasks between languages. The transformer used in translation, and 

the one used in this work, contained both an encoder and a decoder. 

The encoder consists of a combination of self-attention and MLPs. Given an input sequence, self-

attention determines how relevant a given token in the sequence is to other tokens in the sequence. 

Self-attention requires three vectors: query, key, and value. These are given by: 

𝑄𝑖 = 𝑊𝑄𝑥𝑖 

𝐾𝑖 = 𝑊𝐾 𝑥𝑖 

𝑉𝑖 = 𝑊𝑉𝑥𝑖 

 The attention score between two pairs of tokens is given by: 

𝛼𝑖𝑗 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥 (
𝑄𝑖 ⋅ 𝐾𝑗⊤

√𝑑𝑘

) 

And then, to capture different aspects in the relationships between tokens, the self-attention 

mechanism is applied multiple times in parallel to form multi-head attention. 

𝑀𝑢𝑙𝑡𝑖𝐻𝑒𝑎𝑑(𝑄, 𝐾, 𝑉) = 𝐶𝑜𝑛𝑐𝑎𝑡(ℎ𝑒𝑎𝑑1, … , ℎ𝑒𝑎𝑑ℎ)𝑊𝑂 

Then, an MLP and different layer normalizations are applied within each encoder and multiple 

encoder “blocks” can be stacked in sequence. 

The decoder architecture is the same as the encoder architecture with the addition of masked self-

attention layers to prevent future tokens from providing information to past tokens. The masked 

self-attention score between two pairs of tokens is given by: 
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𝛼𝑖𝑗 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥 (
𝑄𝑖 ⋅ 𝐾𝑗⊤

√𝑑𝑘

+ 𝑀𝑖𝑗) 

And the final output is passed through a simple linear layer with a SoftMax activation function to 

compute the probability of the next token. 

Train, Validation, Test Split 

The training, validation, and test splits were done in the same way as for MLP. 

Preprocessing 

The preprocessing for the Transformer architecture involved transforming the input and output 

vectors into a sequence task like language translation. Similarly to the LSTM, where each row of 

ERT readings was split into 19 surveys with 3211 features per survey, the input to the transformer 

was 19 vectors of dimension 3211, that form an ordered sequence. The subsurface parameters were 

binned to a given precision, and the output of the transformer was to predict which bin the next 

parameter belongs to, and this formed a 9-parameter sequence. In summary, the 61009 features 

and 9 targets per row were transformed into 54 vectors and 9 bins per row, which the transformer 

would learn from.  

In a way, this preprocessing can be thought of as the translation from the ERT reading vector space 

to the subsurface parameter vector space, in the same manner as how language translation works. 

Training 

The training process was done similarly to how it was described for the MLP model, but a Cross 

Entropy loss (CE) was used instead of MSE since the transformer is predicting the probability of 

being at a bin. And the hyperparameter search was done for 59 runs. 

Prediction 

For a given ERT sample, it is preprocessed with the data reshaping described in the previous 

preprocessing section. Then, the model predicts the probability of the bin for the first parameter. 

That bin is chosen in a greedy manner where the higher probability is always picked. Then, the 

probability of the bin for the second parameter is predicted and chosen in a greedy manner, and so 

on until the bins for all 9 parameters have been established. From there, the parameters are sampled 

using a uniform distribution on the bins to obtain a solution of the given bin precision. 

Particle Swarm Optimization 

PSO is an optimization algorithm inspired by the social behavior of birds flocking or fish 

schooling. It is used to find an optimal solution by iteratively improving a candidate solution with 

respect to a given measure of quality. 

PSO consists of a set of individual particles, called a swarm, exploring a search space and reporting 

personal best and global best findings. 

The position of a particle vector in multidimensional space is given by: 

𝑥𝑖(𝑡 + 1) = 𝑥𝑖(𝑡) + 𝑣𝑖(𝑡 + 1) 

And its velocity is given by: 
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𝑣𝑖(𝑡 + 1) = 𝜔𝑣𝑖(𝑡) + 𝑐1𝑟1(𝑝𝑖(𝑡) − 𝑥𝑖(𝑡)) + 𝑐2𝑟2(𝑔(𝑡) − 𝑥𝑖(𝑡)) 

Where 𝜔 is the inertia hyperparameter controlling the influence of the previous velocity, 𝑣𝑖(𝑡) is 

the velocity of particle 𝑖 at timestep 𝑡, 𝑝𝑖(𝑡) is the personal best position of particle 𝑖 at timestep 𝑡, 

𝑔(𝑡) is the global best position found by all particles at timestep 𝑡, 𝑐1 and 𝑐2 are cognitive and 

social coefficients, respectively, determining the influence of personal and global bests, and 𝑟1 and 

𝑟2 are random numbers uniformly distributed in [0,1],introducing stochasticity to the movement 

of the particles. 

The algorithm iteratively evaluates the position of each particle, updates its position and velocity, 

and the global and personal best positions. This is repeated until the maximum number of iterations 

is reached or a solution is found. 

Train, Validation, Test Split 

There is no need for a train, validation, or test split since none of the supplementary simulated data 

is used by the algorithm. 

Preprocessing 

There is no preprocessing done to the algorithm since there are no activation functions like tanh in 

deep learning that can cause the gradients to be zero and the model not to learn. 

Training 

The training process was like the MLP training process in that the measure of quality of a solution 

is how loss the MSE is to the given field data.  

However, no hyperparameter optimization was implemented since each run of PSO was extremely 

slow compared to all other algorithms described in this paper. This occurs because to evaluate each 

particle at each iteration, a forward computation must be done, which an extremely slow process 

(at least 3 hours). 

Prediction 

There is no prediction done by the algorithm since it only works for finding the soil properties for 

a single target field ERT data. If another field ERT data was given, the algorithm would have to 

be executed from the beginning. 

Function Norms Optimization 

Function Norms Optimization is an algorithm that does not learn the function itself, but its norm 

with respect to a target. Given the randomly generated parameters, their corresponding simulated 

ERT data, and a target field ERT reading, the goal of the algorithm is to learn the norm of a given 

parameter with respect to the field data. 

This was implemented by taking the input dataset, and for each randomly generated parameter, 

computing the norm of the corresponding ERT simulated data and the target field ERT data. 

Then, a neural network can be trained to receive as input subsurface parameters and output the 

expected norm or distance of its ERT simulation to the ERT field data. However, the error of the 

neural network must be considered, and as such, an upper bound on the expected norm can be used 

to find the parameters who is closest to the unknown parameters for the ERT field data. 



FIU-ARC-2022-800013920-04C-009                   Automatic Monitoring of Water Seepage 

8 

 

However, not all p-norms behave the same. That is, the choice of p-norm for the upper bound 

computation can generate a greater or lesser number of possible solutions than other p-norms. As 

such, mathematical proofs were developed to compute and optimize for the volume of p-norms, 

where the smaller the volume, the smaller the number of possible parameters whose norms are 

smaller than a given value. This is further discussed in the Results and Analysis section as well as 

the Appendix. 

Train, Validation, Test Split 

The training, validation, and test splits were done in the same way as for MLP. 

Preprocessing 

The preprocessing steps were done similarly to the MLP where standard scaler was used for both 

the features and the targets. 

Training 

The training process was done similarly to how it was described for the MLP model. However, the 

hyperparameter search was done for 166 runs. 

Prediction 

The prediction step was done using interval arithmetic. The forward pass of the neural network 

was modified to support interval arithmetic instead of floating-point arithmetic. 

The given bounds for each of the parameters generate a 9-dimensional box that contains the 

solution. The box can be passed through the MLP using interval arithmetic to generate an expected 

lower and upper bounds for the norms of all possible parameters in the box. 

The 9-dimensional box can be split in half and each of the two boxes can be passed as input to the 

MLP to generate new lower and upper bounds for each of those boxes. The lowest known upper 

bound can be used to filter boxes whose lower bounds are higher than the lowest known upper 

bound. This is because if a box’s lower bound is higher than a known lowest upper bound, then no 

parameter in that box can do better than the parameters in the box containing the lowest upper 

bound. 

To account for possible errors of the MLP predicting the norms, only boxes that are more than the 

known validation error away from the lowest upper bound are eliminated. This process is repeat 

iteratively until boxes with the desired floating-point precision are reached. These boxes contain 

the solution and are within some floating-point precision in the range of the solution to the 

parameter that corresponds to the target ERT field data. 
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3. RESULTS AND ANALYSIS 

Multilayer Perceptron 

The results of using random search for hyperparameter optimization during training show that 

there is a run that has the lowest mean squared Error (MSE) loss on both the training and the 

validation sets (Figure 1). Therefore, this run is considered the best run amongst the set of 485 

runs.  

This run describes the architecture that has the best learning capabilities, and thus the best 

performance amongst all the tested MLP architectures. These best hyperparameters found include 

9 hidden layers using tanh hidden activation function as well as output function. It was 

preprocessed using standard scaler for both features and targets and trained using a batch size of 

214 for 1,362 epochs with a learning rate of 0.0001872654024162368, and a weight decay of 

0.00000074593724100337. 

 
Figure 1. The MSE of the validation set for each run compared to the MSE of the training set for MLP 

models. 

To evaluate the architecture (and the corresponding weights that resulted in the lowest training and 

validation loss), the performance of the model on the test set must be computed. The test set is a 

completely unknown and unseen set of data whose distribution resembles the distribution of the 

train and validation sets. 
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Figure 2. Example of row 23 of testing set predictions and targets for MLP model. 
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Figure 3. Example of row 39 of testing set predictions and targets for MLP model. 

The results above show some sample predictions of subsurface parameters on previously unseen 

ERT data. As seen by the closeness between the predictions and the targets, it appears that the 

performance of the MLP model is excellent. However, when plotting all predictions for parameter 

0, all predictions for parameter 1, and so on, it becomes obvious that while the model performance 

is excellent, the mode is not using the given data to learn global patterns, but rather, local patterns. 
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Figure 4. Example of predictions vs. Targets for the first subsurface parameter. 

As seen by these new results, the model is predicting the mean value of the train and validation 

sets, which means it will perform well on the test set, but it is not learning any patterns from the 

data that are likely to perform well beyond these data sets. 

To further corroborate this idea, the following are residual plots for the test set predictions. The 

clear and strong pattern shows that the model is biased in such a way that its error is not stochastic. 



FIU-ARC-2022-800013920-04C-009                   Automatic Monitoring of Water Seepage 

13 

 

Figure 5. Example of residual plots for the first subsurface parameter. 

To resolve this issue, the data possible architectures were changed to include some layers in the 

beginning of the architecture that increased the number of features before then trying to decrease 

the number of features to make a prediction. The idea behind the increase in the number of features 

is to automate the process of feature engineering by expanding the input 61009 ERT readings into 

more features whose relationship with the target (subsurface parameters) is simpler than the 

relationship between the ERT readings and the subsurface parameters.  
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Figure 6. The MSE of the validation set for each run compared to the MSE of the training set for the upscaled 

MLP. 

Similarly to the results for the MLP, the best run is chosen as the one that has the lowest training 

and validation MLP amongst all runs. Therefore, this run is considered the best run amongst the 

set of 325 runs. 

This run was created using standard scaling and Principal Component Analysis (PCA) 

preprocessing for the features and standard scaling preprocessing for the targets. It used sigmoid 

as the hidden activation function and did not have an output activation function. Between the 

choices of 0, 1, 2, 3, 4, and 5, for the number of upscaling layers, this model that had the best 

performance had 0 upscaling layers and 2 hidden layers. The learning rate was 

0.04740965343043063 and the weight decay rate was 0.00000039328714390593. Lastly, the 

mode was trained with a batch size of 327 for 1,199 epochs.  

However, the training and validation performance of the upscaled MLP did not surpass the 

performance of the previously described MLP, and as such, it was not evaluated further since 

regardless of what it predicts, the expected performance is worse than the previous model which 

predicts a mean value.  

Another approach for MLP tested was based on the idea of deep double descent. The idea is that 

by for sufficiently small or large Effective Model Complexities, it is possible to reach better 

generalization errors by further increasing the Effective Model Complexity (EMC). Examples of 

actions that increase EMC are more parameters, more epochs, and more data. As such, the number 

of epochs and parameters of the models were greatly increased until the training loss was around 

0 and the validation loss exhibited deep double descent properties.  
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Figure 7. Example of a run exhibiting deep double descent behavior. 

The run above was trained for over 40,000 epochs and did exhibit of a behavior of decreasing, then 

increasing, then slowly decreasing validation loss until it plateaued. However, its lowest validation 

loss was still no better than the validation loss of the first MLP which predicts the mean. The same 

is true about all deep double descent runs executed. As such, even if this MLP learned global 

patterns, its expected performance would be worse than the MLP which predicts the mean, and as 

such, no further evaluation was conducted. 

From the results above, it can be argued that mapping function from 61009 ERT readings to 9 

subsurface parameters is too complex for the MLP to learn. However, it might be possible for the 

MLP to learn to predict a single subsurface parameter, and then 9 separate MLPs can be 

constructed to predict all 9 subsurface parameters. 

To this end, an MLP architecture like the ones previously described was trained to predict the first 

parameter from the subsurface parameters. Taking the physical elements into account, this 

parameter is the closest to the surface, and as such, the one that should have the most correlation 

with each of the 61009 measurements. 
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Figure 8. The MSE of the validation set for each run compared to the MSE of the training set for MLP 

predicting a single parameter. 

Just like the results for the MLP, the best run is chosen as the one that has the lowest training and 

validation MLP amongst all runs. Therefore, this run is considered the best run amongst the set of 

148 runs. 

This run was created using standard scaling preprocessing for the features and the targets. It used 

tanh as the hidden and output activation function. The model had 10 hidden layers. The learning 

rate was 0.04509665125889909 and the weight decay rate was 0.00000022988146646008. Lastly, 

the mode was trained with a batch size of 63 for 2,617 epochs. 

Just like for the MLP, to evaluate the architecture (and the corresponding weights that resulted in 

the lowest training and validation loss), the performance of the model on the test set must be 

computed. Once again, the test set is made up of a completely unknown and unseen set of data 

whose distribution resembles the distribution of the train and validation sets. 

Once again, there appeared to be a closeness between the predictions and the targets, and the 

performance of the MLP model seemed excellent. However, when plotting all predictions for 

parameter 0, the same issue described before for the MLP appears. 



FIU-ARC-2022-800013920-04C-009                   Automatic Monitoring of Water Seepage 

17 

 

Figure 9. Example of column-wise predictions and targets for parameter 0. 

As seen by these results, the model is predicting the mean value of the train and validation sets, 

which means it will perform well on the test set, but it is not learning any patterns from the data 

that are likely to perform well beyond these data sets. 

To further corroborate this idea, the following are residual plots for the test set predictions. The 

clear and strong pattern shows that the model is biased in such a way that its error is not stochastic. 



FIU-ARC-2022-800013920-04C-009                   Automatic Monitoring of Water Seepage 

18 

 

Figure 10. Example of residual plots for parameter 0. 

Thus, even when predicting a single subsurface parameter, MLPs struggle to learn generalizable 

patterns from the data. 

Long Short-Term Memory 

The results of using random search for hyperparameter optimization during training are as follows: 
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Figure 11. The MSE of the validation set for each run compared to the MSE of the training set for LSTM 

models. 

These results show that there is a run that has the lowest mean squared Error (MSE) loss on both 

the training and the validation sets. Therefore, this run is considered the best run amongst the set 

of 94 runs.  

This run describes the architecture that has the best learning capabilities, and thus the best expected 

performance amongst all the tested LSTM architectures. These best hyperparameters found used 

standard scaling to preprocess both the features and the targets, 1 LSTM layer with 3365 nodes 

followed by 5 Linear layers using a Tanh activation function between the LSTM and the Linear 

layers, a Sigmoid activation function between the Linear layers, and no activation function at the 

output layer. The model was trained for 2082 epochs with a batch size of 310. The dropout at the 

LSTM layer was 0.02496220437510943, with a learning rate of 0.010494856864962432, and a 

weight decay of 0.00000035586160453818. 
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However, as seen in 

Figure 6, the lowest value reached by the training and validation losses was around 0.92, which 

is higher than the losses reached by the MLP that predicts the mean. As such, even if the LSTM 

model was learning generalizable patterns, it would not perform better than predicting the mean 

of the dataset. Thus, no further evaluation was conducted on the performance of the LSTM 

model.  

Transformers 

The results of using random search for hyperparameter optimization during training are as follows: 
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Figure 12. The Cross Entropy of the validation set for each run compared to the Cross Entropy of the 

training set for Transformer models. 

These results show that there is a run that has the lowest Cross Entropy (CE) loss on both the 

training and the validation sets. Therefore, this run is considered the best run amongst the set of 

59 runs.  

This run describes the architecture that has the best learning capabilities, and thus the best expected 

performance amongst all the tested Transformer architectures. These best hyperparameters found 

used standard scaling for feature transformations and a standard scaler followed by a custom 

tokenizer with a vocabulary size of 10,000 for target transformations. It used 1 encoder block, 1 

decoder block, with 57 self-attention heads each, and an embedding size of 1,433. The number of 

nodes in hidden layers was 837. The models were trained for 3,042 epochs using a batch size of 

164. The dropout regularization was 0.1551258336579072, with a learning rate of 

0.006213898831629106, and a weight decay rate of 0.00000036915321813316.  
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However, as seen in 

Figure 7, most CE losses are quite high, and the lowest ones were around 8.6. However, it is 

worth noting that the CE of random guessing is 9.2104, which means that the model is 

performing slightly better than random guessing, but it is closer to random guessing (9.2104) 

than actual learning (0.0). Thus, no further evaluation was conducted on the performance of the 

Transformers model. 
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Particle Swarm Optimization 

The results for one run of PSO during training are as follows: 

 

Figure 13. The MSE of the best forward run for the explored subsurface parameters and the field ERT data. 

The results shown above are of executing a single run of the PSO algorithm for 2 steps. Each step 

required multiple computers (at least 32) with at least 24 CPU cores to run in parallel for about 

three hours. This means each run of PSO is prohibitively computationally expensive. Even if PSO 

was able to find the solution, the amount of time taken, and the computational costs associated 

with it would not make PSO a viable algorithm to find the subsurface parameters for the given 

ERT readings. 

Function Norms Optimization 

As mentioned in the methodology section, not all p-norms behave the same, and the choice of p-

norm for the upper bound computation can generate a greater or smaller number of possible 

solutions than other p-norms. As such, it is necessary to determine which p-norm to use to 

minimize the number of possible solutions when searching for the subsurface parameters that 

would generate the given ERT data. 

The following claims are proven and expanded upon in the appendix. 
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Let x' be an unknown N-dimensional vector and let x be a known N-dimensional vector such that 

‖𝑥 − 𝑥′‖𝑝 ≤ 𝑐𝑝. 

Lemma 1: Let 𝑉𝑥′(𝑥) be the volume of ‖𝑥 − 𝑥′‖𝑝 ≤ 𝑐 and V(x) the volume of ‖𝑥‖𝑝 ≤ 𝑐. Then, 

𝑉𝑥′ = 𝑉(𝑥). 

Theorem 1: The volume, V(p), of ‖𝑥 − 𝑥′‖𝑝 ≤ 𝑐 is 2𝑁𝑐𝑁
Γ(

1

𝑝
+1)

𝑁

Γ(
𝑁

𝑝
+1)

 where N is the number of 

dimensions of x. 

Lemma 2: min
𝑝

𝑉 = min
𝑝

ln(𝑉) for 𝑝 ≥ 0. 

Lemma 1 shows that the p-norm volume of a vector minus a constant is the same as the p-norm 

volume of the vector itself. Then, Theorem 1 defines the p-norm volume of a vector in closed form, 

and Lemma 2 indicates that finding the minimum p-norm volume is the same as finding the 

minimum log of the p-norm volume.  

Through these proofs, it is possible to obtain a closed form volume for ‖𝑥 − 𝑥′‖𝑝 ≤ 𝑐𝑝, and the 

closed form can be optimized in terms of log which serves for better numerical stability. Gradient 

descent was used to find the minima of 2𝑁𝑐𝑁
Γ(

1

𝑝
+1)

𝑁

Γ(
𝑁

𝑝
+1)

 where N was 61009 and c was a function of 

X, Y. The c variable was defined in terms of X, Y because a p-norm that is minimal amongst all 

other p-norms for a given c will not necessarily be minimal when c is constructed from known X, 

Y. See Appendix for an example. 

Then, to solve the optimization problem, a gradient descent algorithm was used to find the minima. 

While this minimum is not guaranteed to be a global minimum, multiple possible starting p-norms 

were used between 1 and infinity, and all possible starting p-norms converged to the same 

minimum. This minimum was the 1-norm.  

The results of using random search for hyperparameter optimization during training are as follows: 



FIU-ARC-2022-800013920-04C-009                   Automatic Monitoring of Water Seepage 

25 

 

Figure 14. The MSE of the validation set for each run compared to the MSE of the training set for Function 

Norm models. 

These results show that there is a run that has the Mean Squared Error (MSE) loss on both the 

training and the validation sets. Therefore, this run is considered the best run amongst the set of 

166 runs.  

This run describes the architecture that has the best learning capabilities, and thus the best 

performance amongst all the tested MLP architectures. The best hyperparameters found include 1 

hidden layer using sigmoid hidden activation function and no output activation function. It was 

preprocessed using standard scaler for both features and targets. It was trained using a batch size 

of 740 for 11,867 epochs with a learning rate of 0.07437596739668098, and a weight decay of 

0.00000098594733106137. 
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As seen in 

Figure 14, the function can learn to predict the norms on the training and validation dataset to a 

great degree of accuracy.  
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Figure 15. Residual plot for norm predictions 
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Figure 15 shows the residuals between the predictions and the targets. From the lack of a clear, 

defined pattern, any error in the model prediction is stochastic. This means the model is not 

biased and it is learning to predict the function norms.  

As mentioned in the methodology section, once the model is trained, it can be used to predict 

expected lower and upper bounds for the norms in interval sections of subsurface parameters. 

When the previously built model was used, it was able to reduce the number of possible solutions 

by 98% and obtain a set of solutions with 6 decimal places of precision that included the true 

subsurface parameters for the given ERT data as well as subsurface parameters which are quite 

close to the true subsurface parameters. 

The algorithm can be used iteratively to further refine the results and, in at most 32 iterations, 

obtain a single solution, which is expected to be the true solution or extremely close to it. 

  



FIU-ARC-2022-800013920-04C-009                   Automatic Monitoring of Water Seepage 

29 

 

4. CONCLUSION 

A system to quickly and accurately perform physics inversions was successfully developed using 

MLPs and function norms. The results of the system can be used to monitor the effectiveness of 

hexavalent chromium soil flushing at different locations, which, in turn, can increase the amount 

of hexavalent chromium removed at the Hanford site. This will allow DOE personnel to focus their 

efforts on other areas of the Hanford site that require additional support.  

In addition, while the current system was built using simulated ERT data for hexavalent chromium 

soil flushing at a specific area, it can be effortlessly extended to solve physics inversion problems 

in other places. The re-training of the model to find the best architecture and weights, as well as 

the re-calculation of the optimal p-norm for the given dataset can be done by changing a few 

configurations and re-running the same scripts. Besides that, nothing else changes even if the 

problem whose inversion is being computed changes. This makes the system adaptable to all sorts 

of ERT monitoring applications where solving inversion problems quickly is necessary.   

Thus, an effective tool to solve physics inversion problems like hexavalent chromium soil flushing 

at the Hanford site has been developed, which can be easily extended to other kinds of inversion 

problems. 
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APPENDIX 

Appendix is available upon request.  


